
Potential DME exam questions

March 22, 2017

The questions were not made by the lecturer of DME but by students taking the class. The
students were asked to submit two potential questions and possibly their answers. The answers
were not checked by the lecturer.

1 First steps in exploratory data analysis

1.1 Set 1

1. What can we imply by measuring the skewness?

2. How are skewness and kurtosis connected?

1.2 Set 2

1. Show that the kurtosis of a Gaussian random variable is independent of its parameters.

Answer

2. Is whitening a commutative operation? i.e. is the order in which you center using the
observed mean and scale the data unimportant?

Answer

No in most cases, as for a data point x drawn from a distribution with mean m

and standard deviation s, (x-m)/s is not equal to x/s - m.

It can be shown using the fact that expectation is a linear operator that

the mean and variance of (x-m)/s are 0 and 1 respectively for all m, s.
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However, E[x/s - m] = m/s - m which does not equal zero unless s = 1.

Var[x/s - m] does not equal 1 unless, again, s = 1.

Hence, centering the data needs to be done before scaling unless

you centre the data using the mean found post scaling,

or the data naturally has variance equal to 1.

1.3 Set 3

1. What is Galtons skewness measure and why is it sometimes used instead of a simple
skewness?

2. What drawbacks does the probability density function, estimated by histogram, has? Why
is it sometimes desired to estimate the probability density function with Gaussian kernels?

1.4 Set 4

1. Explain what data standardization is and show how can the centring operation be written
compactly as a matrix multiplication.

2. What are the disadvantages of the use of the boxcar function as a kernel? How can we
face that problem and why?
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1 Single variable distributions

1. Give a formula for the median.

median(x) =

{
x((n+1)/2), if n is odd
1
2 (xn/2 + xn/2+1), if n is even

2. Name the four central statistical moments, the property they measure and
name a robust alternative for each moment.

property statistical moment robust alternative
location mean median

scale variance IQR / MAD
shape: symmetry skewness Galton’s skewness
shape: tail weight kurtosis robust kurtosis

2 Joint distributions

1. Explain the difference between covariance and correlation of two random
variables x and y.
Covariance captures how two variables vary together and depends on the
individual variances. Correlation captures how they vary together indepen-
dent of individual variances. Correlation is equivalent to the covariance
of two normalised variables.

2. Give an equation of the correlation coefficient ρ.

ρ(x, y) = E
[
(
x− µx

σx
) ∗ (

y − µy

σy
)
]

1

1.5 Set 5
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1) Given two data points (1,1) and (-1,-1):

a) Calculate the mean and covariance

Answer: mean is (0, 0) and covariance is ((1,1), (1,1))

b) Calculate the principle component directions

Answer: (1/sqrt(2), 1/sqrt(2)) and (1/sqrt(2), -1/sqrt(2)) which are the eigenvectors of the covariance
matrix

c) Calculate the principle component scores

Answer: (sqrt(2), 0) and (-sqrt(2), 0) projecting the data points along those eigenvectors

d) Calculate the variance along each principle component direction

Answer: 2 and 0 respectively which are the eigenvalues of the covariance matrix

d) Comment on the dimensionality of the original data

Answer: The principle component scores make it clear that the data only varies on one dimension. 
In the original coordinates, the data points all lie on the line x=y

2a) The first principle component direction is the unit vector w along which the projected data is 
most variable. Prove that w is the unit eigenvector of the covariance matrix corresponding to the 
largest eigenvalue.

Answer: Remember proof from notes, see section 2.1.1

b) Describe how to calculate the principle component scores directly from the Gram matrix without 
access to the original data matrix, and describe a situation in which this can be useful.

Answer: Take the eigendecomposition of the Gram matrix, then use formula 2.80 from notes. This 
can be useful if you have the distances between the data points, but not the data points themselves, 
see section 3.1.3.

2 PCA

2.1 Set 1
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1. How do you calculated the variance explained by the first k principle components given the 
eigenvalue decomposition of covariance matrix C = U U^T?Λ

2. When conducting PCA by sequential variance maximization, what additional constraint is 
needed for the calculation of the second principal component given the results of the first 
principal component? What additional constraints are needed for the k-th principal component?

2.2 Set 2
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1- Prove that Swj = λj wj where S – Covariance Matrix of the dataset, wj – jth eigen vector
and λj – jth eigen value of the jth component.

2- Describe Kernel PCA and how it deals with non-linearity.

2.3 Set 3
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Question 1

You are given 100 examples of digit images similar to the ones shown in Figure 1.
Each image is of size 28×28 pixels and is in grayscale where a 0 value represents black
color and 255 corresponds to white. Imagine you want to visualize all the images
corresponding to the digits 0 and 1 in a two-dimensional representation. What would
be the most effective way of using Principal Component Analysis to perform this
task? How is the Gram matrix relevant in this process? Name at least two other
possible techniques to accomplish the same task.

Figure 1

Answer 1

First of all, we would need to transform the original given images into a numerical
quantity that could be used in the different dimensionality reduction algorithms at our
disposal. In order to do so, we just need to unravel the 28× 28 values, corresponding
to the pixels in each image, into a long vector of size 28× 28 = 784. Perhaps, a good
initial approach before using any method, would be to normalize the data between 0
and 1 to obtain better results.

There are many different techniques that could be used to visualize the digits in
a low-dimensional space. The most basic one would be using principal component
analysis (PCA). In this case, we would need to center the data, compute the covariance
matrix and then calculate its eigenvectors. More precisely, if X is our data matrix of
size n× d, where n = 100 and d = 784, then the centered matrix X̃ would be:

3 Dimensionality reduction

3.1 Set 1
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X̃ = X− 1x′ = X− 1

n
11′X = HX, (1)

where the centering matrix H is equal to H = In − 1
n
11′. From this, we simply

compute the covariance matrix as C = 1
n
X̃′X̃ and then compute its eigenvalues. In

our case, we may want to keep k = 2 eigenvectors, corresponding to the 2 greatest
eigenvalues. If the matrix with the k eigenvalues as columns is called V, then the
projection of the original data into k dimensions can be obtained by doing Z = X̃V,
where now Z is a matrix of size n× k. Since k = 2, we could visualize this matrix on
a plane.

However, this approach of the problem will lead to a lower linear dimensional repre-
sentation of the original data. And it is clear that the data provided does not follow
a linear pattern (we can see curve lines that form the zeros, for example). For this
reason, the most effective way to use PCA would be to map the original data into a
high-dimensional space, called feature space, and use PCA in this new space. This
method is called Kernel PCA. Nonetheless, the new space can be intractable due
to its possible high dimensionality. This is when the Gram matrix is of use. We
know that we don’t need to know exactly the mappings φ(xi) of the original data xi,
but instead, we only need the inner products φ(xi)

Tφ(xj). Thanks to the theory of
reproducing kernel Hilbert spaces, we know that this inner product, corresponding to
the Gram matrix, can be computed using a kernel (hence the name of ”kernel trick”)
in the following way:

Gij = φ(xi)
Tφ(xj) = k(xi, xj). (2)

There are many kinds of kernels such as the Gaussian kernel where k(xi, xj) =

e
−‖xi−xj‖2

2σ2 , where σ is a hyper-parameter to be decided by the user. Once we have
the kernel, that corresponds to the uncentered Gram matrix, we only need to double
center the matrix G to obtain G̃ = HGH and compute the projection of the original
data as Z = V

√
Σ where Σ contains the highest (two) eigenvalues of G sorted in a

descending way and V contains the corresponding eigenvectors. In this way, we could
visualize Z in a two dimensional way and we would probably obtain better results
than just using linear PCA.

We could have used other dimensionality reduction techniques such as Metric Multi-
dimensional Scaling where we would have used a dissimilarity matrix, or perhaps the
mos recent t-SNE where we would have tried to preserve the topology of the data.

8



Question 2

Describe the difference between Metric Multidimensional Scaling (Metric MDS) and
Nonmetric MDS. Give at least one example where Metric MDS could be used. Do
the same for Nonmetric MDS.

Answer 2

Multidimensional Scaling (MDS) is a dimensionality reduction technique that uses
dissimilarity or distance measures in order to obtain a low-dimensional, usually two-
dimensional, representation of the original data while preserving the distances. In
the Metric MDS the value of the dissimilarities used carry information about the
original data. On the other hand, in Nonmetric MDS the values of the distances do
not matter and only the rank between the distances is of importance. This fact makes
the Nonmetric MDS a flexible technique that can accommodate to many different
kinds of data.

One problem in which the Metric MDS could be used, would be to represent cities in a
two-dimensional space, simulating a map. This is a very intuitive example that makes
use of the basic Euclidean distance. If we had a matrix with distances between many
cities, we could use a Metric MDS to represent them on a plane. If everything works
as expected, the distribution of the cities would be the same as the one found in a map.

Another example would be to represent the digits from the previous example. The
values of the 784-dimensional vectors representing each digit carry information of
the (gray) color intensity of the image; hence, a Metric MDS would be suitable to
represent the digits in a two-dimensional space, hoping to get different cluster for
each of the digits.

With regard of the Nonmetric MDS, the most common examples where this method
could be used are the ones relating to some sort of rating. Imagine that some users
rated several articles from an online shop using a rank system that goes from 0 for
very unsatisfactory articles, to 5 for very good articles. In this case, the numbers from
0 to 5 do not hold any information based on their absolute values. They could be any
other number: the important thing is that the order between them. In this case, we
could use a Nonmetric MDS to visualize in a plane all the articles expecting the ones
with lower ratings to group together and the ones with high ratings to do the same.
If we also had articles of different categories, we could have a richer representation.
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Another classic example of Nonmetric MDS is used to visualize the voting behavior
of people from different parties, such as Members of parliament (MP) of two different
parties, for example. In this case, even though the data would be numeric, we would
be using only the rank-order information from it, in order to obtain a representation
of the MPs. Points closer to each other should represent people with a similar voting
behavior.
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3.2 Set 2

3.3 Set 3

1. Describe how PCA achieves Dimensionality reduction.

Answer
PCA achieves dimensionality reduction by choosing the first k components by their scoring
so that the dimensions are reduced over the original data. PCA achieves to retain the
variance of the data hence by reducing the dimensions to k we expect that the data are
preserved as much as possible and so we can get a smaller in dimension representation of
the data.
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2. What is the difference between PCA and kernel PCA?

Answer
PCA cannot classify non -linear data effectively , so by adding the kernel trick we are
trying to map the data in higher dimension so that they can become linearly separable.
The goal of kernel method is to get a kernel function that can map the data in such a way
that can classify the data.
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Question 1 
Consider a dataset of pairs (xi , yi ), where xi represents time in seconds since midnight of January 1, 1970 and yi 
is the temperature measured at time xi . Describe how you would use linear regression to predict yi from xi as 
accurately as possible. 

Answer 1 
 
(xi, yi) (epoch, timestamp) 
 
H table: 

1 x_1 

1 x_2 

1 x_3 

.. .. 

1 x_n 

 
So H) H yw = (HΤ −1 Τ

i  
and w (H H) H yypi = H = H Τ −1 Τ

i  
But this would fail as there is no linear relationship between time and temperature 
 
A plausible graph would look like this for over a year period: 
<imagine student is drawing a graph from january to december where it is low on winter and higher on summer, 
with up and downs for each day> 
 
So we see that we have a periodicity within a day and a periodicity for over the year. So for the day if we zoom in 
the graph we will see: 
<imagine student is drawing a graph for showing the up and down of temperature within the day. Low during night 
time, higher around noon> 
 
This could be approximated with a sinusoid as a basis function: (x) in(ax )g = s + b  
where alpha would have the same periodicity as the day. So if x = day one = 3600 x 24 then 
2π = ax => 2π = a * 3600*24 => a = 2π/(3600*24) 
But the term b would have to be calculated by eye to match the peaks and valleys. 
Similarly we need another basis function for the yearly periodicity. So (x) in(d )f = s * x + k  
Again d = 2π / (3600 * 24 * 365) and k will be determined by eye. 
 
So our H matrix has the following columns: ones   x   g(x)   f (x)][  
 

4 Performance evaluation in predictive modelling

4.1 Set 1
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Question 2 

 
The graph represents a classification problem. The two axes x1 and x2 represent feature values, the open circles 
represent training points in the negative class, and the crosses represent points in the positive class. 
Does there exist a weight vector such that the resulting classifier separates the data perfectly by class? If so, give 
an example. If not, propose an alternative two-dimensional feature representation z1 and z2 under which the data 
are linearly separable — give equations for your two new features, and sketch the decision boundary in the z1 , z2 
space. 

Answer 2 
<imagine student crosses lines on the above set> 
We see that either line we pick from the ones we picked by eye intuitively they all classify the crosses (positive 
class) correctly but they also all misclassify lots of points in the negative class. So we would have lots of false 
positives. 
 
If we pay closer attention the shape which separates perfectly the two classes is this: 
<imagine student drawing a triangle surrounding the positive points> 
 
So the lines that separate the data are: 
x1 = x2 and x1 = -x2 
 
We could transform dataset like this: 
z1 = 1 if x2 < x1, zero otherwise 
z2 = 1 if -x2 < x1, zero otherwise 
 
<imagine student drawing these four points where the points would be condensed too and drawing a line that 
separates the three points of the z1,z2 space [(0,0), (0,1), (1,0)] from the one point (1,1) where all the positives will 
be located> 
 
For all positives z1 = 1 and z2 =1 always 
For negatives of upper region <again referring to the plot> are transformed to z1=0 and z2=1 
For negatives of bottom region <again referring to the plot> are transformed to z1=1 and z2=0 
For negatives of the left region <again referring to the plot> are transformed to z1=0 and z2=0 
 
We could also use logistic regression to separate the lines in a smoother way and be able to generalize better: 

 and 1 /(1 )z = 1 + e−(x1−x2) 2 /(1 )z = 1 + e−(x1+x2)  
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4.2 Set 2

1. Describe how the support vector machine is able to do computations in what is effectively
an infinite dimensional feature space by using a kernel.

2. Define a sample error and the generalisation error.

4.3 Set 3

1. What are the methods for estimating the generalisation performance?

Answer
Two main methods for estimating the generalisation performance are hold-out and cross-
validation approaches. Hold-out approach is the most basic one, as it just requires splitting
the dataset into two sets. The splitting ratio depends completely on the designer, but com-
mon split ratios are 60/40, 70/30, 80/20, where bigger set is used for training and smaller
one for validation. Although the split is usually performed randomly, it is important to
make sure that classes present in the dataset are proportionally represented in each of the
two datasets. Nevertheless, evaluations obtained using hold-out approach tend to reflect
the particular way the data is divided. To avoid such issues, cross-validation is often used.
Cross-validation consists of randomly dividing the data into K equally-sized subsets. Then
evaluation of the model takes place K times, each time with different subset used as a
validation set, and the rest K-1 subsets as training dataset. Therefore the results will be
averaged and more accurate.

2. Question: Briefly explain PCA by low rank matrix approximation.

Answer
PCA by low rank matrix approximation takes advantage of Singular Value Decomposition
(SVD), which states that every matrix can be expressed as matrix multiplication of three
matrices so that X = USV T . U can be calculated as eigenvector of XTX while V as
eigenvector of XXT . S can be obtained by calculating eigenvalues of U or V. To approx-
imate the matrix by rank = k, we take only k first values along the diagonal of matrix
S. It is related to PCA because left singular vectors are eigenvectors of the estimated
covariance matrix and hence equal to the principal component direction. Moreover, the
squared singular values (entries on the diagonal of matrix S) are related to eigenvalues of
the covariance matrix by: eigenvalue = s2/n.

4.4 Set 4

Question 1

1. After increasing degree of a polynomial to degree = k which equals the size of the training
set in polynomial prediction model, what will the training loss be?

Answer: 0

2. After increasing the degree of the polynomial in the polynomial prediction model, will the
prediction loss increase, decrease, or remain unchanged?

Answer: increase, decrease, remain unchanged

3. What we want to avoid by doing regularisation? What needs to be specified during
regularisation?

Answer: We want to avoid overfitting on the test set. We need to specify penalty term
and strength of regularisation.
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Question 2

1. What 2 approaches to evaluation of classification performance can be taken?

Answer: Hold out , Cross validation

2. Give 3 necessary or desirable properties of the training and test sets that are important
to ensure accurate performance evaluation of the predictive model.

Answer: Training set should be representative of the conditions for which the prediction
function will be used. Both training and test sets are statistically independent. Class
labels in the training and test sets should be balanced.

3. What is an advantage of the k-fold cross validation approach over hold out approach?

Answer: Estimated prediction loss may vary strongly for different hold-out data sets unless
test/ validation set is large. K-fold cross validation makes the estimated prediction loss
less sensitive to the choice of training and test sets, as we take an average after splitting
dataset into training and test set in k random ways.

4. How would you use available data D to train classifier using 5-fold cross-validation and
hold-out approach together, optimising over model hyperparameter and model parameter
space, so that usage of the data is optimised.

Answer:

(a) From all the data D available, split off some for test Dtest Say in proportion 80 /20
% ratio D′/Dtest. This is left untouched until the final performance evaluation.

(b) Remaining D’ is used for 5-fold cross validation. We divide D’ randomly into 5 equal
parts.

(c) For each of 5 folds, train the classifier on 4 remaining folds ( cross validation training
sets) using different hyperparameters and validate it on the that one fold, which is
validation set, used to choose best hyperparameters.

(d) Choose hyperparameters that gives the smallest expected prediction loss average over
all folds.

(e) Re-estimate parameters from D’ and use Dtest to estimate the prediction loss of the
classifier.

(f) Train the final classifier using all data D.
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